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Introduction

Medical imaging has seen significant and rapid technical advances over the last decade in image acquisition devices, in image analysis software development, and agents to enhance imaging specificity, making imaging an essential component of routine health care. In the past, medical imaging was focused primarily on qualitative processes such as detecting a disease or confirming the placement of an indwelling catheter, but now there is increasing emphasis on using quantitative imaging.  Critical clinical functions such as therapeutic decision-making or monitoring of response to therapy may profoundly affect patient outcomes and for that reason involve regulatory purview. Quantitative clinical tools involving imaging methods have the potential to be used as biomarkers in both routine clinical care and clinical trials. The proper application and validation of quantitative imaging tools as biomarkers in clinical medicine has been extensively discussed including in a recent NIH Consensus Conference on Imaging Biomarkers.  When used as biomarkers in therapeutic trials, imaging methods have the potential to speed the development of new products to improve patient care.
 To fully realize the potential of medical imaging, imaging tests ideally must be both FDA-approved (i.e., commercialized for routine clinical use) and FDA-qualified (i.e., certified for use as a biomarker in clinical trials).  To develop software tools, especially to validate claims around quantitative biomarker performance, requires the availability of clinical images in which “ground truth” information is available to measure the accuracy, or clinical outcome is available to measure performance. The nature of rapid innovation with imaging platforms is a challenge in this regard as major imaging devices have been evolving at a rate approaching Moore’s Law. Software tools developed for one generation of an imaging device may be inadequate to the needs of a device developed five years later. This reality necessitates the existence of large, ongoing imaging databases linked with clinical outcomes data to ensure dynamic validation of quantitative imaging biomarkers. 
The goal of the Open Image Archives committee is to make recommendations that have the potential to significantly improve the number, size, and quality of open image archives. This document provides a description of several open image archive “use cases” which will be used as a reference for the development and evaluation of recommendations.

First Quantitative Imaging Biomarker Projects to Use the Archives
Whether viewed as ends in themselves or as providing a test-bed capability that may be extended to a series of quantitative imaging biomarkers, the following are selected for first consideration:

1. Concerns about the precision, accuracy, and sensitivity of RECIST have been raised.  Studies have shown that volumetric image analysis (VIA) has value; however, technical problems have retarded its adoption.  Historically, reports about the precision and accuracy of measurement have led to concerns about the risks of confusing variability with medically meaningful changes. Recent assessments of the technology seem more optimistic.  New algorithms can produce intra- and inter-rater measurements of change with reliabilities of about +/- 5% on serially acquired image sets.  Short-term reproducibility (derived from recent "coffee break" studies) can be reduced to about 12-to-15%, provided that the masses are not too small with respect to slice thickness.  If this is replicated on larger studies, it would be substantially more sensitive than RECIST.  As encouraging as these results seem to be, they do not directly address the question of whether VIA can produce a greater, or more cost effective, impact on the management of patients with lung cancer than the future state of automated RECIST measurements.
2. SUV image analysis using quantitative FDG-PET is believed to add value to the assessment of response in clinical trials or the management of individual patients in conventional medical settings.  We aim to foster the adoption of pragmatic and cost-effective standards for accurate and reproducible quantification of tumor metabolism using FDG via longitudinal measures by PET/CT with understood clinical relevance and known variance.  We begin with a) the RECIST criteria, b) the cumulative clinical data on PET/CT in Oncology, c) the phantom data generated by the SNM, and d) a published request by the pharmaceutical industry for enhancements to the performance of this method in the context of multi-center clinical trials of novel anti-cancer compounds.  An important link between these two uses, i.e. in pharmaceutical R&D and clinical practice, is recognition by the regulatory authorities of the relevance of PET/CT in assessing the efficacy of novel therapeutics within and across patient populations, and the efficiencies this brings to drug development.  
So far, most studies assessing the effectiveness of these putative biomarkers or comparing their performance to the diameter measurements in RECIST originated within single centers, and were limited only small numbers of image analysts.  The effort to directly evaluate effectiveness, including predictive value with respect to patient outcomes as well as head-to-head comparisons with diameters, require multi-site, multi-vendor settings for use both in individual patient management as well as a surrogate endpoint for clinical trials.  

Long-Term Goals are to establish processes and profiles that will eventually lead to the acceptance by the imaging community, clinical trial industry, and regulatory agencies, of 3D FDG-PET SUV and VIA using CT as proof of biology, proof of changes in pathophysiology, and surrogate end-points for changes in the health status of patients. 

Specific Aims are to:
· Develop the capability to meet targeted levels of accuracy and reproducibility for the putative marker(s).
· This in turn requires identifying and creating mitigation strategies for all meaningful sources of variability in these measurements.  
· This in turn requires us to compare the performance with alternative measures such as diameter-based RECIST. 
We will develop and demonstrate an approach to utilize image archives to facilitate statistically valid and clinically meaningful performance assessment of quantitative imaging biomarkers and devices used to produce those biomarkers.  Our goal is to define an integrated approach that is efficient in terms of time and resources for all parties, i.e., society as a whole as well as innovators. 
In the following paragraphs, we identify and describe the following user scenarios, tagged as use cases to imply that formal requirements for informatics services may be defined for them through accepted software development practices.  The use cases are written using the VIA with CT example.  It is our expectation to develop SUV FDG-PET in similar terms and fully in parallel with VIA.  Beyond that, the developed approach will be flexible and applicable to a wide range of markers and products. 

Use Case 1: Comparative evaluation of imaging biomarker performance vs. gold standards or otherwise accepted markers

Whereas the regulatory qualification pathway results in a putative marker being identified as qualified for defined uses, in and of itself it does not result in the acceptance by the community that it ought to be used vs. what the community is already using.  In addition to the efficacy of a biomarker unto itself as described in use case 2, comparative analyses would be pursued that identify the relative advantages (or disadvantages as the case may be) of using this marker vs. another marker.  Two specific examples that are currently relevant include spirometry vs. CT based lung densitometry, and use of diameter measurements on single axial slices as presently inculcated in RECIST.  Ultimately, use of all putative imaging biomarkers are understood to be in relation to how it is done without benefit of the imaging biomarker and industry uptake for the marker requires an evaluation of relative performance against identified figures of merit.

Following the RECIST example, when RECIST was defined (reference) it was the decision of the assessment group which measurement should be chosen as basis for the finally clinical classification of disease state development (progression, stability, response to treatment). Already at that time volumes were under investigation. Due to its impracticality at that time to make easy tumor measurements (highly manual process of tumor lesion markup; thick image slices that made a volumetric assessment imprecise)) diameter was the way to go forward. RECIST went through several rounds of refinement with regard to clinical validity of classification and usefulness in different phases of clinical drug development. Today RECIST1.1 is the accepted standard for clinical therapy response assessment in oncology trials. Meanwhile there have been further developments in the imaging techniques (higher spatial resolution, Thinner slices) and in algorithm development that make a volume measurement feasible. There are studies (reference to Merck) available that support the higher sensitivity of volume measurements versus diameter measurements with regard to change detection. Therefore it is in the interest of the relevant stakeholders to work towards recommendations for a datasets that enable FDA to accept the use of volume instead of diameter for RECIST.

A core set of data needed to proof the validity of volume assessment compared to diameter measurements based on high quality, mixed (less than-5mm) slice thickness CT images of lung cancer cases acquired in several clinical trials by different pharmaceutical companies and academic consortia:

(1) A set of clinical CT images with known diameter measurements and RECIST assessment.

a. This dataset would ideally consist of longitudinal CT scans of different clinical trials sponsored by pharmaceutical companies and comparable trials of publicly funded research (e.g. LIDC)

b. A range of disease state, therapeutic intervention and RECIST based clinical outcome should be covered.

c. All diameter measurements must be available.

d. A real life range of image acquisition devices and image acquisition parameters.

e. Metadata must contain a basic set of additional clinical data that support the clinical case identification and validation.

f. The location and volumetric assessment of all lesions within each longitudinal CT acquisition must be established by an FDA accepted method, like a multi-reader approach.

Use Case 2: FDA Approval or Clearance of imaging tests with strong clinical claims for market

Whereas Use Case 1 implies a team working on a given implementation of an imaging test, and use case 2 addresses the collective efforts by sub-communities to pursue regulatory qualification of a “class” of implementations said to be the biomarker itself for use in drug development, this use case 4 refers to the activity of implementation teams to seek public compliance certifications or other evaluations that are contributory in their 510(k) and/or PMA applications so as to leverage publicly sequestered data by an honest broker.  There are two objectives in doing so: a) so that individual sponsor don’t need to bear the full cost and time to collect such data themselves; and b) to provide a trusted objectivity that their proposed implementation is indeed a complaint member of the class of valid implementations of a marker with performance that meets or exceed targeted levels of performance that is recognized by national regulatory organizations

In this case there are two primary actors: the development sponsor, and the honest broker:

1. Individual sponsor:

a. The sponsor needs to identify what clinical indications for use it wishes to have its implementation tested against.

b. It needs means to interface its implementation to the brokers system in a black box manner such that the broker does not have visibility to proprietary implementation details.

c. It needs to receive back performance data and supporting documentation capable of being incorporated into regulatory filings at its discretion.

2. Honest broker:

a. The honest broker needs means to archive data sets that may be selectively accessed according to specific clinical indications and that may be mapped to image quality standards that have been described as so-called “acceptable”, “target”, and “ideal”

b. It needs to accept black-box systems for interface and running in batch on selected data sets.

c. It needs means to set seed points or support other reader interaction in semi-automated scenarios.

d. It needs to produce documentation regarding results inclusive of a charge-back mechanism to recover operational costs.

Use Case 3: Algorithm Development 
Imaging biomarker developers have a critical need to work with as large and diverse a collection of imaging data as early as possible in the development cycle. This spans a wide range of potentially useful imaging datasets including synthetic and real clinical scans of phantoms and clinical imaging datasets of patients with and without the disease/condition being measured. It is also important to have sufficient metadata (i.e. additional clinical information) to develop the algorithms and obtain early indications of full algorithm or algorithm component performance. To further illustrate the needs of algorithm developers, an example description follows outlining a set of data needed to develop an early stage lung cancer therapy assessment algorithm that performs a volumetric analysis of lesion burden in computed tomography scans. While many potential datasets would be useful in this setting, this list is intended to capture a core set of data for the development of a robust algorithm.

A core set of data needed to develop a CT lung cancer therapy assessment algorithm is:

(1) A set of CT images with known ground truth (e.g. FDA anthropomorphic phantom).

a. This dataset would ideally consist of real or simulated CT scans of a collection of physical objects with known volumetric characteristics.

b. A range of object sizes, densities, shapes, and lung attachment scenarios should be represented.

c. A range of image acquisition characteristics should be obtained including variation in slice thickness, tube current, and reconstruction kernel.

d. Metadata must contain the location and volumetric characteristics of all objects and any additional information on their surrounding or adjacent environment.

(2) A set of clinical CT images where outcome has been determined.

a. This dataset would ideally consist of longitudinal CT scans of a large and diverse collection of patients using many different image acquisition devices and image acquisition parameters.

b. The location and volumetric assessment of all lesions within each longitudinal CT acquisition must be established by an independent method, such as the assessment of multiple expert readers. This should include the localization and volumetric estimation of new lesions.

c. Metadata should at a minimum contain the location and independent volumetric assessment of all lesions, including the location of new lesions. Additional information on the variance of the independent volumetric assessment should also be available. 

d. Additional metadata, such as the clinical characteristics of the patients (e.g. age, gender), classification of lung cancer (e.g. small cell) and lesion types (e.g. solid, non-solid), lesion attachment scenarios (e.g. lung pleura, major vessels), and lung cancer therapy approach, magnitude and duration, would also be useful to algorithm developers as they determine the strengths and weaknesses of different algorithmic methods.

All metadata should be stored in an electronic format easy to manipulate, such as within an XML schema.

Given a set of algorithm development data as described above, algorithm developers will typically subdivided the obtained data into an internal development collection and a set of data used to assess algorithm performance during development. Identification of two subsets of data that are similar in characteristics would also be of benefit to algorithm developers.  Within the development team, this may be done as a subdivision of the available training data into “true” training vs. a sub-group which is set aside for use in internal testing.  Additionally, the community as a whole may sequester a portion of the available data as means for a publicly-recognized testing capability.  This latter use case is further developed as support for a publicly trusted honest broker to sequester test sets and apply them within a performance evaluation regime that may be used for a variety of purposes, as described below.
Use Case 4: FDA Qualification of imaging biomarkers as clinical endpoints in clinical trials

Whereas Use Case 1 implies a team working on a given implementation of an imaging test, sub-communities cooperate to pursue regulatory qualification of a “class” of implementations said to be the biomarker itself.  These sub-communities have a critical need to work with as large and diverse a collection of imaging data across multiple viable implementations to substantiate and characterize the performance of the imaging biomarker independent from a specific implementation, and use this in the context of the biomarker qualification pathway. This spans a wide range of potentially useful imaging datasets including synthetic and real clinical scans of phantoms and clinical imaging datasets of patients with and without the disease/condition being measured. It is also important to have sufficient metadata (i.e. additional clinical information) to develop the algorithms and obtain early indications of full algorithm or algorithm component performance. To further illustrate the needs of algorithm developers, an example description follows outlining a set of data needed to develop an early stage lung cancer therapy assessment algorithm that performs a volumetric analysis of lesion burden in computed tomography scans. While many potential datasets would be useful in this setting, this list is intended to capture a core set of data for the development of a robust algorithm.

A core set of data needed to develop a CT lung cancer therapy assessment algorithm is:

(2) A set of CT images with known ground truth (e.g. FDA anthropomorphic phantom).

a. This dataset would ideally consist of real or simulated CT scans of a collection of physical objects with known volumetric characteristics.

b. A range of object sizes, densities, shapes, and lung attachment scenarios should be represented.

c. A range of image acquisition characteristics should be obtained including variation in slice thickness, tube current, and reconstruction kernel.

d. Metadata must contain the location and volumetric characteristics of all objects and any additional information on their surrounding or adjacent environment.

(3) A set of clinical CT images where outcome has been determined.

a. This dataset would ideally consist of longitudinal CT scans of a large and diverse collection of patients using many different image acquisition devices and image acquisition parameters.

b. The location and volumetric assessment of all lesions within each longitudinal CT acquisition must be established by an independent method, such as the assessment of multiple expert readers or evaluation using an open source, reference software tool. This should include the localization and volumetric estimation of new lesions.

Appendix:  Synopsis of Relevant Regulatory Concepts

Given that the goal of activities supported by image archives are manifest as various types of regulatory submissions, a short synopsis is provided to introduce necessary concepts.

· FDA Approval (or 510k Clearance) of a medical device (such as imaging hardware and software) is the process of acknowledging that adequate evidence has been presented to the FDA that the device is reasonably safe and effective for the stated intended use(s).

· FDA Qualification of a biomarker is the process of acknowledging that adequate evidence has been presented to the FDA that patient assessment information provided by the biomarker can be relied upon to have a specific interpretation in drug development and regulatory decision-making within the stated context of use.

Because the purposes of approval and qualification are different, and because the pathways to achieve approved or qualified status within the FDA are different, it is possible for an imaging method to be approved (as a drug or device) but the measurement from the drug or device not be qualified (for a specified clinical use), or for the imaging method to be qualified but not approved.  

· Contrast agents used in imaging are Approved by CDER.  Typically CDER requires that a sponsor show evidence of patient benefit.  This is similar to the criterion CDER uses for therapeutic drugs.  However, because imaging tests provide information, which is integrated with lots of other clinical information in the clinical setting, it is very difficult to control all variables and isolate the patient benefit that can be attributed to a single imaging test.

· Imaging devices are Approved (or Cleared) by CDRH.  Recently CDRH has been requiring more evidence of patient benefit before it will approve a new device.  An issue particularly relevant to algorithm approval is that a developer needs large numbers of clinical images for algorithm development (training), and then a statistically valid number of cases to establish performance (testing).  Ideally the testing cases should be different from the training cases, and regulatory agencies would like the testing to be carried out by a neutral party to ensure that the results are unbiased.

· Biomarkers are Qualified by therapeutic review groups in CDER.  The process is still evolving but it generally requires evidence from clinical trials that the biomarker information correlates closely with a clinically meaningful parameter.  However, if the use of the biomarker is limited only to clinical trials, then the resources required to potentially satisfy FDA’s concerns about the consistent and accurate performance of a biomarker are likely to exceed the available resources that a company would typically be able to invest in the course of regulatory directed clinical trials for a candidate drug approval.. Furthermore, because there is insufficient standardization of image acquisition parameters for clinical trials, data obtained in most current clinical trials sponsored by different entities even when aggregated into  a large data package are not likely to constitute sufficiently compelling data to justify a strong qualification.
